Evolving Market Index Trading Rules

Abstract

In this study the problem of the prediction of uncovering index trading rules for the ISEQ, the official equity index of the Irish Stock Exchange, is addressed. Index values for the period 94-97 have been used for training and testing a Grammatical Evolution (GE)-based model and a Genetic Programming-based model. Results show that the models need to be improved. 

1 Introduction

The accurate prediction of market index trading rules is a goal pursued by technical analysts, in addition to many private individuals seeking personal gain. Copious research has indicated the difficulty of the task facing any potential investor: the behaviour of the market is highly nonlinear, noisy, and dependent on many variables. A theory has been proposed that the market cannot be predicted using past data [Ref]. However, numerous statistical and scientific studies have indicated that the behaviour of the stock market, in addition to other financial markets, can be predicted to a certain degree by means of newly developing methodologies and tools. 

Financial indicators are heuristics developed by technical analysts in order to describe the performance of stock. These indicators have also been used to predict future price movements. Also, some studies have shown that the inter-relationships between variables impacting on financial markets are non-linear and that non-linear modelling techniques can be able to detect structure between relevant variables. Evolutionary computing methodologies have proven to be useful in this context. They also provide the benefit being able to handle complex, non-differentiable cost functions and are robust in the face of challenging search spaces.

The objective of this study is to investigate the use of two evolutionary computing techniques, Grammatical Evolution (GE) and Genetic Programming (GP), for uncovering technical trading rules for the ISEQ market. This paper is organised as follows: Section 2 discusses the background to the technical indicators and the state-of-the art. It also describes the GE approach and the GP approach. Section 3 describes the methodology. The results of the study are reported in Section 4; Section 5 reports final conclusions and suggestions for future work. 
2 Background

In this section, the financial indicators incorporated into the evolutionary algorithms are briefly described. The state-of-the-art in financial prediction is then described. Current EA approaches are outlined within this discussion. A short introduction to a recently proposed evolutionary technique, grammatical evolution, is also provided.

2.1 Financial indicators

Numerous technical indicators have been developed to describe stock performance, as well as to predict future price movements. These indicators are commonly based on current and previous price information, although other related measures are sometimes incorporated. For further, comprehensive, information refer to Brabazon [xxxx]. The following indicators have been utilised as the terminal set of this study and are briefly described below. 

2.1.1 Stochastic Oscillators

A stochastic operator can uncover a trend by transforming the current price into a fixed range based on previous closing highs and lows. Low values indicate a market that will tend to rise, whereas high values will indicate the converse case. In this study, a simple stochastic operator is used which expresses the current price as a proportion of the range between the lowest and highest prices of the last x days.

2.1.2 Moving Average 

A moving average system can be used to smooth out daily price fluctuations in order to determine if the current price has moved away from an underlying trend. In the simple system used in this study, the current share price is compared to the mean of the share price over the last x days. Note that more complicated indicators have been proposed in the literature. Choice of the lag period x is critical to the success of these systems, controlling the trade-off between sensitivity to changes in trends and sensitivity to noise.

2.1.3 Momentum 

This indicator measures the ratio between the current price and the price x days ago. Previous studies have suggested that this is a successful indicator [Hong et al, 1999]. A special case of the momentum indicator is when the lag is set to 1 day. In this case, a prediction is made using the previous single data signal only. In order to establish the significance of one-day prediction in particular, this latter indicator is included in the terminal set, in addition to the general formulation.

2.1.4 Bollinger Bands

A Bollinger Band is a trading range breakout system. In such an indicator, a signal is generated if the price breaks out of a specified range. This range can be defined by the extreme high and low prices over the last x days. A more complicated approach might utilise the standard deviations of a moving average. The simpler system is used in this study.

2.2 State-of-the-art

Movements of the stock prices, as well as movements of other financial instruments, generally present a deterministic trend, on which are superimposed some "noise" signals, in turn composed of truly random and chaotic signals. Deterministic trends can be detected and assessed by various maximum-likelihood methods. Although a truly random signal, often represented by a Brownian motion, is unpredictable, it can be estimated by its mean and standard deviation. The chaotic signal, seemingly random but with deterministic nature, proves predictable to some degree by means of several analysis methods. Among these techniques, artificial neural network (ANN) systems have proven to be effective. Several commercial software packages based on ANNs have been proposed. A discussion of the potential of ANN approaches to the index modelling problem can be found in Brabazon [xxxx].

Several studies concerning index prediction and the application of genetic algorithms (GA) or genetic programming (GP) have been reported in literature thus far. A discussion of advantages of the application of evolutionary automatic programming (EAP) in the financial prediction domain can be found in Iba and Nikolaev [2000]. To date, most of the EA studies that have been carried out on this subject have concentrated on the US market. A small number of studies have concentrated on the Japanese stock market, with others considering the UK or Irish markets O’Neill et al  [2000]. However, published research in this field is still a scarce, and incomplete, commodity. Indeed, only a limited number of GA/GP techniques have been considered. Furthremore, only a limited range of technical indicators have been investigated. In a previous study, O’Neill et al  [2001] have investigated the potential of GE to uncover a series of fuzzy technical trading rules for the ISEQ; the prediction was based on three indexes, a moving average indicators, a momentum and trading range volatility indicators. This paper continues this work, and expands on it by including stochastic oscillator indicators. A different fitness function is also used. In addition the study presented in this paper features a comparison of GE with GP, in which GP is simply transplanted as the genetic search engine.

2.3 Grammatical Evolution

Evolutionary algorithms have been used with much success for the automatic generation of programs. In particular, Koza's [1992] GP has enjoyed considerable popularity and widespread use. While Koza originally employed Lisp as his target language many researchers generate a home grown language peculiar to their particular problem. Grammatical Evolution (GE) can be used to generate programs in any language. Rather than representing the programs as parse trees, as in traditional GP, a linear genome representation is adopted. A genotype-phenotype mapping process is used to generate the output program for each individual in the population. Each individual, a variable length binary string, contains in its codons (8 bits-groups) the information to select production rules from a Backus Naur Form (BNF) grammar. The BNFF is a plug-in-component to the genotype- phenotype mapping process, that represents the output language in the form of production rules. \

2.4 Genetic Programming 

3 Methodology

In this section, the data used in the study is introduced. Pre-processing of the data is also described. Experimental parameters are subsequently introduced and discussed. Finally, the fitness function used in the study is introduced.

3.1 Data overview

This study uses daily data for the Irish ISEQ stock index drawn for the period 03/01/94-03/12/97. Hence, the complete data set is comprised of 1016 values. The data is displayed in Figure 1.

3.2 Data Pre-processing

For the purposes of this study, the data must be divided subsets for training and testing. The training set is comprised of 365 days, from sample 294 to sample 658. The remaining data were divided into two hold out samples, which were used as test sets. The first test data set comprised 293 days (from sample 1 to sample 293) days and the second test data set comprised 364 days (from sample 659 to sample 1023). Figures 2-4 show the training data set and the two test data sets.

Data from the training sub-set and test sub-sets were independently normalised using linear scaling in the range [0 1]. Although other types of pre-processing are suggested in literature, one of which was implemented by O’Neill et al  [2000], they were not used in this study.

3.3 Experimental Approach 

The rules evolved by GE are used to generate one of the three signals for each day of the training and testing periods. The possible signals are Buy, Sell or Do Nothing. When the output is a buy signal, a fixed investment of $1,000 is made in the market index, This position is subsequently closed at the end of a 10 day period. When a sell signal is generated an investment of $1,000 is sold short and this position is closed at the end of a 10 day period. The choices of $1,000 and the 10 day period are arbitrary. Note that the flexibility of the system could be increased, at the expense of much greater complexity, by permitting variation of either parameter. The signals generated for each day are post-processed using a fuzzy logic. The trading is fuzzy and returns values in the range [0,1]. The meaning of this signal is decoded as follows:

Buy = Value < 0.33

Sell = 0.33 >= Value < 0.66

Do Nothing = 0.66 >= Value 

3.4 Fitness Function

The selection of the fitness function is a key decision in applying EA algorithms. In O’ Neill [2001] a fitness including the profit and the risk of the market was considered; however the results presented in that work suffered from overfitting. 

The fitness function used here was developed to help stop overfitting.  Instead of using the profit made during a trading period, we count the number of good and bad decisions made by each evolutionary individual.  A points system was used to reward for good decisions in GE and penalize for bad decisions in GP.  It was thought that this more general approach might help stop overfitting as it attempts to find individuals that make good decisions regardless of the actual profit made per decision.  

3.5 GE implementation details

GE implementation details are reported in appendix A. 

3.6 GP implementation details

The GP system used is Sean Luke’s Evolutionary Computation in Java (ECJ).  The current system used a small population size of 500 and ran for 50 generations due to time constraints.  The GP function set included the previously mentioned indicators: stochastic oscillator, moving average, momentum, and Bollinger bands.  Additional functions included basic arithmetic operators (+ - / *), operators that returned the min and max of two values and one that returned a value subtracted from 1, and relational operators (> <) that returned 1 if true and 0 if false.  All the indicator functions take a value between 0 and 10, as does the past function that reports the closing index value from a given day in the past.  Terminals included the current days closing value and ephemeral constants ranging from 1 to 10.  Different from the GE approach was the fitness where instead of rewarding for good decisions, decisions that made a positive profit, the GP individual was penalized for making bad decisions.  Three points were added for making a bad sell/buy transaction and one for not making a transaction.  These points are then the fitness to minimize through evolution.  The returned value from evaluation of a GP individual ranges from minus infinity to positive infinity and is put through the function 1/(1+fitness) before being applied to the fuzzy trading indicator, mentioned above.   

4 Results

This section reports results of our preliminary experiments. 

GP results are shown in Figure 5-6 and in Table 1. 

5 Conclusions and future work 
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Appendix A
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Figure 1: ISEQ stock index raw data
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Figure 2: Training data set
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Figure 3: Second test data set
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Figure 4: First test data set

[image: image5.png]GP Best-in-Run Profit for Training

R O IR IR A R S A A
Generations




Figure 5: GP  results
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Figure 6: GP results
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